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DISSERTATION
Title (Proposal Defended May 2026): Proactively Defending Against Artificial Intelligence (Al)-Enabled Socio-Technical Risks:
Reinforcement Learning and Large Language Model Perspectives

Dissertation Committee Members: Sagar Samtani (Chair), Ramesh Venkataraman (Member), Jingjing Zhang (Member),
Ankit Shah (Member), and Haizhen Lin (Member)

Abstract: Socio-technical risks pose growing threats to Al security. Malicious attackers exploit Al to craft adversarial attacks
that evade Al-enabled defenses, while non-malicious users with limited security validation and remediation capabilities
inadvertently introduce self-imposed vulnerabilities. Addressing both adversarially inflated risks and self-imposed risks
requires understanding how human behaviors undermine the technical systems designed to protect them. Grounded in
Socio-Technical Systems (STS) theory, this dissertation treats the risk-inducing human behaviors as a window into the design
failures of current Al-enabled systems and as a foundation for developing more robust and secure Al systems. Two research
thrusts operationalize this methodology across four chapters. The first thrust targets adversarially inflated risks in Al-enabled
phishing defense. Chapter 1 introduces ESCAPE, an adversary emulation framework that automatically generates realistic
adversarial phishing attacks to uncover vulnerabilities in Al-enabled detectors. Chapter 2 proposes a Large Language Model
(LLM)-based adversarial auditing framework that strengthens the robustness of Al-enabled defenses while controlling false
alarm rates and providing interpretable evidence for detection decisions. The second thrust targets self-imposed risks in
agentic Al development. Chapter 3 introduces SAGE, a reinforcement fine-tuning based secure skill generator that produces
agent skills with fewer vulnerabilities and stronger alignment between skill descriptions and detailed instructions guiding the
Al agent to complete its tasks. Chapter 4 presents a fine-tuned Al agent that recommends minimal privilege throughout the
task completion workflow, shielding users from the consequences of uninformed privilege decisions. Practically, this
dissertation strengthens Al security for security operations teams, agentic platform stakeholders, and everyday users. It
contributes to the Information Systems knowledge base by introducing generalizable reinforcement learning (RL) and LLM-
based artifacts applicable to defending against socio-technical risks.

RESEARCH INTERESTS
Applications: Cybersecurity, Adversarial Attacks and Robustness, Mental Health, Generative Al, Agentic Al.
Methods: Deep Reinforcement Learning, Large Language Models, Reinforcement Fine-Tuning
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JOURNAL PUBLICATIONS

1. A.Yuan,Y.Gao, E. Garcia Colato, and S. Samtani, “Identifying Emotional Distress on Social Media: A Replication Study,”
Communications of the Association for Information Systems (CAIS), 57, 1134-1146, 2025.

2. E. Garcia Colato, Y. Gao, CM. Sherwood-Laughlin, H. Zhu, A. Chow, S. Samtani, N. Liu, and JT. Macy, “Exploring Mental
Health Literacy Among Information Technology (IT) Professionals: Twitter Content Analysis,” PLOS Digital
Health, 4(11), p.e0001078, 2025.

3. Y. Gao, B. Ampel, and S. Samtani, “Evading Anti-Phishing Models: A Field Note Documenting an Experience in the
Machine Learning Security Evasion Competition 2022,” ACM Digital Threats: Research and Practice (DTRAP), Volume
5, Issue 1, Pages 1-8, 2024.

JOURNAL PAPERS UNDER REVIEW

1. Y.Gao, B. Ampel, D. Zhou, and S. Samtani, “Automated Adversarial Emulation to Examine the Robustness of Machine
Learning-Based Phishing Website Detectors: A Reinforcement Learning Approach,” Invited for Resubmission (Reject
and Resubmit) to Management Information Systems Quarterly (MISQ).

WORK-IN-PROGRESS JOURNAL PAPERS

1. Y.Gao, R. Zhang, B. Ampel, J. Zhang, and S. Samtani, “Toward Secure Agent Skill Generation for Non-Malicious Users: A
Reinforcement Fine-Tuning Approach,” Targeted at Management Information Systems Quarterly (MISQ). Job Market
Paper.

2. Y.Gao, R. Zhang, B. Ampel, A. Shah, and S. Samtani, “Designing Robust Al-enabled Phishing Defense Models: An
Adversarial Auditing Approach,” Targeted at Management Information Systems Quarterly (MISQ).

3. A.Yuan, Y. Gao, B. Ampel, E. Garcia Colato, and S. Samtani, “Stage-Aware Inter-Session Augmentation for
Compassionate Mental Health Therapy: A Fidelity-Optimized Large Language Model Approach,” Targeted at
Information Systems Research (ISR).

4. R.Zhang, Y. Gao, B. Ampel, and S. Samtani, “Time-Adapting Cyber Threat Classification: A Retrieval In-context
Learning Approach,” Targeted at Management Information Systems Quarterly (MISQ).

BOOK CHAPTER

1. B.Ampel, Y. Gao, and S. Samtani, “Large Language Model-Enabled Phishing Generation and Defense,” Forthcoming in
Artificial Intelligence in Cybersecurity: Unlocking the Power of Large Language Models.

CONFERENCE PROCEEDINGS

1. R.Zhang, Y. Gao, J. Hur, J. Zhang, and S. Samtani, “Cross-Layer Misalignment Detection in Agent Skills: A Progressive
Loading-Aware Contrastive Learning Approach,” Workshop on Agentic Al Evaluation and Trustworthiness at 2026
ACM SIGKDD International Conference on Knowledge Discovery and Data Mining.

2. A.Yuan, Y. Gao, E. Garcia Colato, J. Hur, and S. Samtani, “Stage-Aware Therapeutic Support in Cognitive Behavioral
Therapy with Large Language Models,” the International Workshop on Al for Cognitive and Mental Health Support at
2026 ACM SIGKDD International Conference on Knowledge Discovery and Data Mining (Al4Mental@KDD 2026).

3. R.Zhao, A. Yuan, Y. Gao, J. Hur, E. Garcia Colato, and S. Samtani, “Multimodal Reward Modeling for Alliance-Aware
Mental Health LLMs,” the International Workshop on Al for Cognitive and Mental Health Support at 2026 ACM
SIGKDD International Conference on Knowledge Discovery and Data Mining (Al4Mental@KDD 2026).

4. R.Zhao, A. Yuan, Y. Gao, E. Garcia Colato, and S. Samtani, “Developing Alliance-Guided Multimodal Human-Feedback-
Driven Large Language Models (LLMs) for Mental Health Therapy: A Reinforcement Learning Approach,” 2026
Conference on Health IT and Analytics (CHITA).




5. Y. Gao, B. Ampel, and S. Samtani, “Examining the Robustness of Machine Learning-based Phishing Website Detection:
Action-Masked Reinforcement Learning for Automated Red Teaming,” 2025 IEEE Security and Privacy (IEEE S&P)
Human-Machine Intelligence for Security Analytics (HMISA).

6. A. Kathikar, B. Lazarine, Y. Gao, A. Shah, and S. Samtani, “Generating Secure Artificial Intelligence Model Source Code:
A Reinforcement Learning Approach,” 2025 IEEE Security and Privacy (IEEE S&P) Human-Machine Intelligence for
Security Analytics (HMISA).

7. Y. Gao, S. Samtani, and A. Shah, “Improving the Adversarial Robustness of Machine Learning-based Phishing Website
Detectors: An Autoencoder-based Auxiliary Approach,” 2025 Hawaii International Conference on Systems Sciences
(HICSS).

8. B. Ampel, Y. Gao, J. Hu, S. Samtani, and H. Chen, “Benchmarking the Robustness of Phishing Email Detection Systems,”
2023 Americas Conference on Information Systems (AMCIS).

REFEREED WORKSHOP PAPERS (No Proceedings)

1. Y.Gao, R. Zhang, B. Ampel, J.Zhang, and S. Samtani, “Toward Secure Agent Skill Generation: A Reinforcement Fine-
Tuning Approach,” 2026 Computational Methods in Management Research Workshop.

2. Y. Gao, R. Zhang, B. Ampel, A. Shah, and S. Samtani, “Designing Robust Al-enabled Phishing Defense Models: An
Adversarial Auditing Approach,” 2026 Big XlI+ MIS Research Symposium.

3. Y. Gao, S. Samtani, H. Zhu, B. Ampel, and Y. Chai “Generating Adversarial Phishing Websites to Evade Machine
Learning-based Anti-Phishing Detectors: A Reinforcement Learning Approach,” 2023 INFORMS Workshop on Data
Science (WDS).

4. Y.Zhou, H. Sun, and Y. Gao, "Protecting Children from Inappropriate Mobile Apps: A Text and Image Deep Learning
Approach," 2018 INFORMS Workshop on Data Science (WDS).

INVITED TALKS

1. Event Title: Spring 2024 Institute for Digital Enterprise (IDE) Digital Unleashed: Bridging Research and Practice on Al,
Cybersecurity, and Digital Transformation. Talk Title: Automated Adversary Emulation to Examine the Robustness of
Machine Learning-based Phishing Website Detectors: A Reinforcement Learning Approach. Indiana University. April 19,
2024.

GRANT WRITING EXPERIENCE

1. Year: 2024. Grant Title: “SaTC: CORE: Medium: Automatic Phishing Generation and Detection Across Multiple
Modalities: A Generative Artificial Intelligence and Reinforcement Learning Perspective” Funding Source: National
Science Foundation. Funding Request: $1.2M. Status: Declined. Role: Assistant Grant Writer

TEACHING EXPERIENCE

Role Course Level # of Students | Institution Semester *T(Se:;:::ng
Instructor | K353 Business Analytics and Modeling | Undergraduate | 36 Indiana U. Spring 2026 6.34/7.00
Instructor | K353 Business Analytics and Modeling | Undergraduate | 43 Indiana U. Fall 2025 5.98/7.00
GTA S364 Business Data Programming Undergraduate | 134 Indiana U. Fall 2023 -

GTA Machine Learning and Text Mining PhD 6 Fordham U. | Spring 2019 | -
GTA Web Analytics Master 105 Fordham U. | Fall 2018 -

*Based on the average score of responses to the eight BUS Departmental Questions. More detailed reports of responses to the questions
can be provided upon request.




PROFESSIONAL SERVICE

Ad-hoc Reviewer (9 Conferences & 1 Journal):

e The AAAI Workshop on Reproducible Artificial Intelligence (RAI), 2026.

e The Hawaii International Conference on System Sciences (HICSS), 2026-2027.

e |EEE Transactions on Dependable and Secure Computing, 2025.

e  The 30 European Symposium on Research in Computer Security (ESORICS), 2025.

e The AAAI Workshop on Artificial Intelligence for Cyber Security (AICS), 2025-2026.

e The Conference on Applied Machine Learning in Information Security (CAMLIS), 2024-2026.
e The Workshop on Information Technologies and Systems (WITS), 2024-2025.

e The Pacific Asia Conference on Information Systems (PACIS), 2024.

e The 4" Workshop on Atrtificial Intelligence-Enabled Cybersecurity Analytics (Al4Cyber), 2024.
e The 7" INFORMS Workshop on Data Science (WDS), 2023.

Other Service to the Field (IS):

e  Website Editor, Journal of Management Information Systems (JMIS), September 2023-Present.

e Website Editor, Kelley’s Data Science and Artificial Intelligence Lab (DSAIL), September 2023-2025.

e  Website Editor and Volunteer, Conference on Applied Machine Learning in Information Security (CAMLIS), 2023-2024.
e  Website Editor, ACM KDD Workshop on Al-enabled Cybersecurity Analytics (Al4Cyber), 2023-2024.

e  Program Committee Member, The Workshop on Information Technologies and Systems (WITS), 2025.

e  Program Committee Member, ACM KDD Workshop on Al-enabled Cybersecurity Analytics (Al4Cyber), 2024.

e Volunteer, The Workshop on Information Technologies and Systems (WITS), 2025.

e Volunteer, Conference on Information Systems and Technology (CIST), 2022.

e Volunteer, The 6th INFORMS Workshop on Data Science (WDS), 2022.

AWARDS

e Alan Dennis Fellowship, 2026.
e Institute for Digital Enterprise (IDE) Digital Unleashed Presentation Competition. 2nd Place. 2024.
e Data Science Workshop Best Reviewer Award, The INFORMS 7th Workshop on Data Science, Phoenix, Arizona, 2023.

PROFESSIONAL AFFILIATIONS AND SOCIETIES

1. Association for Information Systems (AlS), Member

2. Association for Computing Machinery (ACM), Member

3. Institute of Electrical and Electronics Engineers (IEEE), Member

4. |Institute for Operations Research and the Management Sciences (INFORMS), Member

RELEVANT TECHNOLOGY SKILLS

1. Databases: MySQL, PostgreSQL, Neo4j AuraDB

Programming Languages: Python, R, C, PHP, SQL, Cypher

Visualization tools: Tableau, Gephi, Neo4;j

Data mining tools: SPSS Modeler, Stata, WEKA, scikit-learn

Major method toolkits: PyTorch, Keras, Tensorflow, Gymnasium, Ray RLIib, Transformers Reinforcement Learning
Web development: Heroku, Squarespace, GoDaddy
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WORK EXPERIENCE

Ehomie New York Inc. Texas Associate Manager & Business Analyst February 2019 — February 2022

PROFESSIONAL REFERENCES

1. Sagar Samtani, Ph.D.
Associate Professor and Arthur M. Weimer Faculty Fellow
Executive Founding Director, Data Science and Artificial Intelligence Lab



Founding Editor-in-Chief, ACM Transactions on Al Security and Privacy
Kelley School of Business

Indiana University, Bloomington

Email: ssamtani@iu.edu

Phone: 812.855.8925

Ramesh Venkataraman, Ph.D.

Dean, Hutton Honors College

John R. Gibbs Professor and Professor of Information Systems
Kelley School of Business

Indiana University, Bloomington

Email: venkat@iu.edu

Phone: 812.855.2641

Jingjing Zhang, Ph.D.

Judith Norman Davis and Kim G. Davis Professor of Business Analytics
Kelley School of Business

Indiana University, Bloomington

Email: jjzhang@iu.edu

Phone: 812.855.2661



